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Abstract

Large sawtooth periods have been related to the triggering of neoclassical tearing modes which degrade the
confinement of the plasma. It is known that high densities of fast particles predicted in future tokamaks (as in
ITER) will have a strong stabilizing effect on the sawtooth instability and will lengthen its cycle. Therefore
control of the sawtooth instability will be of great importance in those reactors. However to our knowledge,
no model-based controller had been developed before which is the aim of this work. In a first phase a prior
model of this phenomenon was extended and adapted to ITER conditions, according to which, the natural
occurring sawtooth periods will be too long. In a second phase we proposed a solution which consists in using
the ECCD and ICRH actuators simultaneously to decrease the period below a safe threshold. The developed
model was used to design and implement a controller that is able to reach the minimum sawtooth period
without knowing the location of the actuators. This controller was put to the test under several conditions
proving that it can minimize the sawtooth period regardless of the model precision. Finally a period locking
scheme was investigated with the purpose of making the sawtooth period follow a reference which showed
very good performance.
Keywords: Sawtooth instability,Tokamak, ITER, period locking,Neoclassical tearing modes

1. Introduction

The sawtooth instability is responsible for the peri-
odic evolution of several parameters in the tokamaks
plasma, as its temperature and pressure. It is char-
acterized by a ramp phase in which these quantities
evolve continuously. This phase is interrupted by the
crash which is a re-organization of the core magnetic
field. Along with it the plasma temperature and pres-
sure are mixed inside a location called the mixing ra-
dius. As a consequence the inner temperature decrease
while outwards it is increased as can be seen in figure 1
which shows the evolution of the temperature in TEX-
TOR at 5 different radial locations.

This instability can be harmful to the operation of
Tokamaks because it can trigger neoclassical tearing
modes that deteriorate the plasma confinement and can
even lead to a disruption. The appearance of this tear-
ing modes is closely related to the crash of long saw-
teeth and hence it’s essential to control it in order to
keep its period below the threshold for tearing mode
triggering [23, 9]. It is predicted that in ITER high
densities of fast ion populations will exist, which have
a strong stabilising effect on the sawtooth instability,
and thus can lead to long, undesired periods. On the
other side, the crash of a sawtooth cycle allows the ex-
haust of impurities and helium from the core of the re-
actor, as well as the entrance of tritium and deuterium
that fuel the reaction [25]. Hence, this oscillation can
possibly be used in future reactors as a way to control

Figure 1: Temperature diagnostics at different radial
positions showing different behaviours during several
sawtooth cycles. Larger frequencies are associated with
outer regions. Taken from [34].

the fusion burn rate. It becomes obvious that a con-
trolling mechanism for the sawtooth instability will be
essential for the efficient operation of future tokamaks
in order to minimize the confinement degradation and
also the core’s temperature drop due to the crashes,
while at the same time prevent the generation of big
seed islands that can trigger NTMs [27].
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2. Background

In first place an actuator is needed to effectively influ-
ence the sawtooth oscillation. Several have been pro-
posed including the use of Ion Cyclotron waves (IC),
neutral beam injection (NBI) and Electron Cyclotron
Current Drive (ECCD). Choosing the best actuator for
this purpose has been a subject of many debates, as for
example in [5]. These actuators usually work by inject-
ing current in certain zones of the tokamak, and this
way altering the local magnetic shear which is respon-
sible for the triggering of the crash. Another way to
control the sawtooth period is through modification of
the fast particle orbits in the vicinity of the q = 1 sur-
face which has a strong effect on the stability of the
internal kink mode [12, 6]. It has been shown that IC
waves are able to affect both these aspects [10], and
the NBI has an effect mainly in the fast particle or-
bits [8, 7]. ECCD has proven to be the most effective,
partly because of it’s capability of doing highly local-
ized deposition of the current near the q=1 surface as
has been shown experimentally in a variety of tokamaks
like ASDEX Upgrade [24] or TCV [1]. In ITER both
ICRH and ECCD actuators are envisaged for sawtooth
period control.

In [12] Graves et. al, through an analytical ap-
proach proved that both trapped and co-passing fast
ions have a stabilizing effect on the internal kink mode
and therefore, their presence can lengthen its period,
while counter-passing fast ions have a destabilizing ef-
fect. Based on these results he stated that it is possible
to control the sawtooth period by manipulating the ve-
locity distribution of an auxiliary fast ion population
generated with ICRH. The sawtooth can be length-
ened or shortened either by increasing the number of
co or counter-passing fast ions respectively, controlled
wit the application of ICRH. This was demonstrated
experimentally in several shots carried out in JET [13],
where NBI was used to create co-passing ions that have
an effect on the sawtooth similar to the predicted α
particles that will be released by fusion reactions in
ITER. Even in the presence of stabilizing co-passing
fast ions, the use of ICRH showed to be efficient in
the destabilization of the internal kink mode and the
consequent shortening of the sawtooth period. Thus
this method poses as a viable candidate for sawtooth
period control in ITER.

3. Sawtooth Model

To develop the control-oriented model for ITER we
started from Witvoet model [31] and adapted its pa-
rameters to ITER. Then we added three missing com-
ponents: a fast particle profile, the full Porcelli criteria
(adapted from Lennholm model [21]) and the ICRH ac-
tuator. In this section the development of our model is
summarized, while a thorough description can be found
in [11].

3.1. Witvoet model

Witvoet made an heuristic model of the sawtooth pe-
riod that takes into account the effects of the driven
current given by the application of an Electron Cy-
clotron Current Drive (ECCD) source. A good descrip-

tion of this model can be found in [31], however, a brief
one will be given here.

The model uses only the magnetic diffusion equation
to derive the evolution of the magnetic field during each
sawtooth cycle, keeping the electron and ion tempera-
ture constant during the full simulation. At the same
time, it is constantly using a simplified version of Por-
celli’s criteria [26] which predicts that the internal kink
mode becomes unstable when:

s1 < scrit (1)

where s1 is the magnetic shear at the q = 1 surface
and scrit is a critical value for the magnetic shear that
depends on many factors, but for the sake of simplicity
is assumed constant, and equal to 0.133.

The magnetic field configuration after a crash is de-
termined using Kadomtsev’s full-reconnection model,
taking into account the plasma conditions before the
crash [16]. This implies that there is a certain mem-
ory inherent to the model, and the current sawtooth
period will depend on previous cycles. The model was
originally adapted to TEXTOR conditions and some
parameters tuned in order to obtain sawtooth periods
comparable to the ones observed experimentally.

The model receives as input the total plasma cur-
rent Ip, the ECCD launcher mirror orientation angles
and the total current driven with this actuator ICD.
The deposition location of the EC waves ρECCD is cal-
culated taking into account the tokamak’s geometry,
the plasma equilibrium conditions like the Shafranov
shift and the mirror’s orientation. The driven current
is modelled as a Gaussian distribution over the minor
radius around the deposition location, with a certain
width, which for TEXTOR is assumed to be 3.5% of
the minor radius.

The instant when each crash happens is stored and
the sawtooth period is calculated from it. This pe-
riod is passed out as the output of the code. This
means that the output is only updated after each crash,
staying stationary during the rest of the cycle. Con-
sequently, there will be a delay between the output of
the code and the corresponding input used, since it is
necessary to wait until a new crash is triggered to de-
termine the sawtooth period. Hence, this delay is well
determined: it is equal to the output itself and so, it
can be compensated.

3.2. Lennholm Model

Morten Lennholm performed experiments in Tore
Supra tokamak to study the sawtooth instability in
the presence of fast particles [22, 20]. In these experi-
ments he intended to determine if the ECCD actuator
can still be used in such conditions to compensate the
stabilizing effect of those particles and finally perform
control on the sawtooth period. Since in Tore Supra
the plasma does not build a fast ion population with
the desired densities on itself, this was generated using
an ICRH source.

Because the plasma conditions on Tore Supra are
different than the ones on TEXTOR triggering criteria
can not be simplified as was done on Witvoet’s model,
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explained in last section. Porcelli stated that in par-
allel to the condition used by Witvoet, a crash can be
triggered only if a second condition is fulfilled:

δŴ < ρ̂i, (2)

where δŴ is the normalized potential energy of the
kink mode and ρi the normalized ion Larmor radius.
In order to compare the two conditions Lennholm ex-
pressed this one in the form of a crash condition:

s1 > sw. (3)

Hence, the criteria for the onset of the m = 1 mode
can now be written in one single inequality:

s1 > max (scrit, sw) (4)

where:

sw =sBu + sel + sKO + sfp. (5)

In equation (5) each term on the right hand side rep-
resents a contribution from a different physical phe-
nomenon that affects the kink mode and an expression
for them as well as for the remaining quantities can be
found in [21]. In our model we used the same approach
and nomenclature.

3.3. Extended Witvoet Model

Our model was obtained by extending Witvoet model
for ITER conditions. The values assumed for the
plasma parameters were taken from the literature and
can be found in table 1. Witvoet model assumes cir-

Table 1: Plasma parameters.

Major radius R0 6.2 m
Minor radius a 3.2 m

Plasma temperature on-axis T0 15 keV
Plasma density on-axis n0 1020m−3

Magnetic field on-axis B0 5.3 T
Total plasma current Ip 15 MA

Plasma elongation κ 1.6

cular cross section. One consequence of this approxi-
mation is the fact that, although the actual width of
ITER’s vessel cross section is w = 4 m, a minor radius
of 2 m would yield an incorrect value for the safety
factor at the wall. To overcome this, it was used the
expression for the minor radius a = κw/2 which gives
the correct qa. The shape of the density profile was
taken from the article [4] and was then normalized to
give the desired central density. It is assumed that the
ion density is the same as the one for electrons which
is depicted in figure 2.

The Spitzer’s resistivity ηSp used by Witvoet for
TEXTOR [31] is invalid under ITER conditions be-
cause it does not take into account effects related with
trapped electrons. Thus a correction had to be added
to that expression yielding the so called neoclassical
resistivity. According to [35] it is given by equation
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Figure 2: Density and temperature profiles assumed
in the extended Witvoet model.

(6):

ηNC =
ηSp(

1−
√
a/R0ρ2

ρ3/2+ν∗

)2 , (6)

ρ = r/a; (7)

where ν∗ is the electron collision frequency normalized
to the transit frequency and it must be used to pre-
vent a singularity when ρ → 0. In this work was as-
sumed ν∗ = 0.1 although in [35] even smaller values
are suggested for ITER, that in our simulations re-
sulted in unrealistic evolution of the current density
profile. The equilibrium current density profile was
calculated by letting the model evolve without crashes.
For comparison, in figure 3 are depicted the equilibrium
current profiles obtained with Spitzer and Neoclassical
resistivity, where it becomes clear that Neoclassical ef-
fects play an important role, making the current profile
much more peaked.

Another limitation of this model is the assumption
of constant density and temperature of the thermal
plasma. This actually implies ignoring the main ob-
served manifestation of the sawtooth instability: the
flattening of the temperature and density profiles in-
side the mixing radius after each crash. However, this
was justified by the fact that these quantities evolve
with a time-scale that is much faster than the saw-
tooth periods predicted for ITER, which is from 50 to
several hundred seconds. This means that just after a
crash the model yields invalid plasma properties, but
after a short time compared to a full cycle, they always
converge to the correct values. Since we are only inter-
ested in modelling the sawtooth period, the accuracy
of the description of the plasma at the beginning of
the cycle becomes irrelevant, and for that purpose the
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Figure 3: Equilibrium current density profiles ob-
tained using the Spitzer and the Neoclassical formulas
for the resistivity.

model remains valid.

3.4. Fast particles
It is predicted that in ITER as well as in future reactors
will exist large populations of energetic α particles born
from the fusion reactions [14]. It is known that such
particles have a stabilizing effect on the kink mode and
hence have a direct influence on the sawtooth period.
Therefore it became essential for this work to include
in the model a reasonably accurate description of a
population of such particles. For this purpose, it was
derived an expression for the growth rate of the density
of α particles, nα governed by the balance between
birth (from fusion reactions) and loss rate (through
collisions with electrons):

dnα
dt

= nbirth − nloss =
1

4
n2 〈σ.v〉 − nα

τc
. (8)

Here, 〈σ.v〉 is the cross section of the DT fusion reac-
tions taken from [15]. According to [30], the collision
time represented by τc is given by:

τc = 0.37 s

(
T

10 keV

)3/2

. (9)

The density profile of the α particle population was
evolved according to expression (8) resulting in the pro-
file depicted in red in figure 4.
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Figure 4: α particle density profile simulated with the
extended Witvoet model.

3.5. ICRH actuator
Although the ECCD is the most commonly used actu-
ator for sawtooth period control, it works by changing
only the magnetic shear and so it has no control over
the free energy able to drive the kink mode. Another
approach, which was also implemented in this model,
consists in affecting directly the mode’s potential en-
ergy. In [6] Chapman claims that by using a minority
species of 3He, the destabilising contribution of the
Graves’ effect to the internal kink mode can fully can-
cel the stabilising effect of fast particles sfp. In order
to do so he uses an Ion Cyclotron Resonance Heating
(ICRH) which we will implement as the second actua-
tor. The contribution for the mode’s potential energy
was modelled with a Gaussian curve whose amplitude
and width vary linearly with the deposition location
of the ICRH, and were fitted in order to replicate the
results in figure [6]. The original data and the fitted
Gaussian curves are depicted in figure 5.
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Figure 5: Comparison between modelled contribution
from Graves’ effect to the mode’s potential energy (full)
with the data from [6] represented by the dots. Two
ICRH deposition locations depicted: in red ρICRH =
0.16 and in yellow ρICRH = 0.5.

3.6. Triggering criteria
The criteria used to estimate the instant of a crash had
to be extended in order to include the two conditions:

s1 > sw and s1 > scrit (10)

like in Lennholm’s work. In order to test the left in-
equality sw has to be explicitly calculated from the
plasma conditions. To the components described by
Lennholm we added a contribution from the ICRH ac-
tuator sGraves given by:

sGraves = s1δŴGraves/ρ̂i (11)

3.7. Benchmarking
In order to validate the extended Witvoet model, its
code was adapted to Tore Supra tokamak and the
resulting contributions for the mode’s potential en-
ergy were compared with the ones in Lennholm’s work
[21] showing good agreement. On the other hand
Lennholm, with some adaptations to his original code
managed to obtain values for these same quantities
with the same orders of magnitude as the ones we ob-
tained for ITER.
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4. Analysis of the extended Witvoet model

The natural sawtooth period resulting from the model,
i.e. the period obtained without any actuators was
299.96 s. This is practically twice the 150 s obtained by
Porcelli et. al in [26], however we remind here that the
main purpose of the model was simply to obtain a good
description of the qualitative behaviour of the instabil-
ity, and for that purpose the precision used by Porcelli
was not necessary. It is estimated that in order to avoid
the triggering of Neoclassical tearing modes the saw-
tooth period should be reduced below 50 s [6], or in
other words the sawtooth period must be decreased by
a factor of 6.

A fixed total driven current by the ECCD actuator
of −400 kA was used, which is within predicted val-
ues for ITER according to [36]. Here the minus sign
stands for counter-current. In figure 6 is depicted the
2D steady state map of the sawtooth period τs in re-
spect to the actuators: the ECCD deposition location
ρECCD and the location where the destabilizing effect
of the ICRH is maximum ρICRH. Each contour line
represents a sawtooth period multiple of 10 s, from 30
s to 320 s. We see that in the area coloured with the

Figure 6: Steady state map in a small region around
the global minimum.

darkest blue, the sawtooth has successfully been short-
ened to periods smaller than 50 s. Thus this method
represents a suitable solution for the problem of reduc-
ing and controlling the sawtooth period, and it is the
one that we chose to investigate in this work. However
the area of the map for which τs < 50 represents only
0.3% of the total map, which means that the combina-
tion of actuators has to be precisely controlled in order
to obtain such short periods. Additionally, note that
the extended Witvoet model shows very non-linear re-
sponse to the actuators location which increases the
complexity of the problem from a control engineering
point of view.

In some locations of the map the period has abrupt
variations. Notice for example that for ρICRH = 0.45, if
we decrease ρECCD from 0.6 to 0.3, which means, if we
follow the vertical line at this ρICRH we observe that

the period initially is almost constant at τs = 300 s.
Then, at ρECCD = 0.5 the period rapidly decreases to
∼ 50 s, and keeps there until ρECCD = 0.42, when it
instantly jumps to 250 s. It must be emphasized here
that this is a very similar behaviour to that reported
by Lennohlm in [20].

Finally, a particularity of the model must be men-
tioned here, related with the discontinuity in its steady
state map marked with black, that can be found in the
lower left vicinity of the τs = 50 s contour line. In these
rare cases, the sawtooth period does not converge to a
single value. Instead what we observe is that after the
crash of a long sawtooth cycle, the next cycle is very
short, followed again by a long one, a behaviour that
is also known as a bifurcation of the map. The peri-
ods of the long and short cycles are constant and close
to the ones in surrounding locations. To understand
the reason for this behaviour we show in figure 7 the
evolution of the quantities involved in the triggering
criteria, alongside the plot of the normalized radius of
the q = 1 surface. The evolution of these quantities
for the first 80 seconds of the long cycle (depicted with
dashed lines) are overlapped with the ones observed in
a short cycle (full lines). When the first crash happens
at t = 53 s, the configuration of the magnetic field did
not have time to evolve towards a state close to the
equilibrium. As a consequence, the magnetic field con-
figuration after the crash, generated with the Kadomt-
sev reconnection model, varies slightly from the one
obtained after a short sawtooth. Therefore, the mag-
netic field evolves differently from one case to the other.
Specifically, in the longer cycle, the q = 1 surface grows
faster than in the short one. Due to the slightly faster
growth of the q = 1 surface after a short cycle, the max-
imum destabilizing contribution from the Graves’ effect
is reached earlier. Additionally all the terms that com-
pose sw depend on r1. Consequently, after the same
53 s from the beginning of the long cycle, the critical
shear is slightly above s1 and so the crash is not trig-
gered at this instant. Since ρ1 (which is continuously
growing) has already passed by ρICRH at this point,
the contribution from Graves’ effect decreases during
the rest of the cycle and thus sw increases. In fact,
it grows faster than s1 and so only when the Bussac
term becomes relevant, the loss of the Graves’ destabi-
lizing effect is compensated and the crash is triggered.
In the current case, it takes approximately 230 s for
this to happen as can be seen in figure 7. After the
crash of this long cycle, due to the new configuration
of the magnetic field, it evolves at a slower pace and
the crash is triggered again at 53 s. This feature is a
direct consequence of the inherent memory of Witvoet
model introduced by the Kadomtsev reconnection. It
presents another limitation to the controller, since in
fact, this phenomenon encompasses a discontinuity in
the steady state map and so the DC-gain in this region
is infinite.

5. Controller

In practice, the extended Witvoet model explained in
chapter 3 uses assumptions that strongly limit its accu-
racy due to uncertainties in several parameters. As was
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mentioned, the model seeks only to give a qualitative
description of the sawtooth instability and not a very
precise one. Furthermore, it is very difficult to deter-
mine in real time the precise deposition location of the
ECCD and ICRH waves, if not even impossible at the
present time. Finally, as can also be seen in the steady
state map, the variation of the output in response to
the variation of each actuator (called the DC-gain) is
positive in some locations and negative in others, i.e.,
the steady state map is not monotonic, as is required
for standard feedback control strategies like the P- and
PI-controllers used in [33]. Hence, these methods re-
quire a detailed knowledge of the steady state map and
can only operate in a limited zone of the map where
the DC-gain sign is constant.

A specific kind of controller seems suited to cope
with each of these constrains called Extremum Seek-
ing Controller (ESC). It is model-independent and so,
is immune to slightly wrong assumptions made in the
derivation of the model. Furthermore, this is a very
robust controller which will also work under plasma
conditions that can change. Secondly, it works by con-
stantly estimating the DC-gain, and so it does not re-
quire a detailed knowledge of the deposition location
of the actuators nor the steady state map. Finally, it
is not affected by the change in sign in DC-gain. It
requires only the existence of a minimum and a stable
steady state map where for each location the sawtooth
period obtained is always the same.

Extremum Seeking Controller (ESC) is an adap-
tive control scheme that uses online optimization tech-
niques to drive the controller towards a desired oper-
ation point [28]. A typical ESC is composed of a cost
function, gradient estimator and an optimizer, as can
be seen in its schematic representation depicted in fig-
ure 8. To develop a controller of this type we based on

 

ESC 

𝜃  

𝜃 

𝑓(⋅) 

Figure 8: Schematic representation of a typical ESC.

[3, 2]. It works by first applying a perturbation d (in
this case a sinusoidal one) in the actuators’ deposition

location around the nominal operating point θ̂, which
will induce a perturbation in the system’s output, i.e.
the sawtooth period. This quantity is then used as in-
put for a cost function f . The purpose of the ESC is to
minimize this function. To do so, it uses the induced
oscillation to estimate the gradient of the cost function
with respect to each variable (the actuators) simulta-
neously. The optimizer then uses this gradient to move
the controller towards the location that minimizes f .

5.1. Cost function

Since the natural sawtooth period obtained was ex-
cessively long, in an initial phase of this work it was
set the goal of simply reducing the sawtooth period as
much as possible. This was done by simply removing
the cost function, which is to say that it is replaced by
the steady state map shown in figure 6.

5.2. Gradient estimator

The block diagram of the gradient estimator used is
depicted in figure 9. A full description can be found in
[11].
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Figure 9: Schematic representation of the gradient es-
timator implemented.

5.3. Optimitzer

A commonly used algorithm for the optimizer is the
first order gradient descent method [17, 29], which we
have chosen in this work:

θ̂(k) = θ̂(k − 1)− γ · ξ(k). (12)

Here γ is a positive scaling factor used to tune the op-
timizer speed. With this algorithm the controller will
always move towards a minimum (either a global or
a local one) and will stay there where the gradient is
zero. However if the gradient is too large the controller
can become unstable. For this reason in this work we
chose to use the first order method described by equa-
tion (12), followed by the saturating function at 103.
The block diagram of the optimizer can be seen in fig-
ure 10.

 

1

1 − 𝑧−1
 

𝜉(𝑘) 𝜃(𝑘) 
−𝛾 

Figure 10: Schematic representation of the chosen op-
timizer.

6. Results

As was mentioned above, in order to reach the mini-
mum sawtooth period no cost function was used in the
ESC. Since in practice, the precise actuators’ location
is very difficult to determine in real-time, we had to
assume that the controller can begin in any location
within a broad area of the steady-state map. So in
first place, simulations were done for several initial lo-
cations around the minimum. In figure 11 is depicted
the nominal operating point θ̂ for each simulation over
500 sawtooth cycles. Notice how the trajectories are
always perpendicular to the contour lines suggesting
accurate gradient estimation throughout the simula-
tions. From these results we can already conclude that
the evolution of the controller towards the minimum is
very dependent on the location where it starts.

In figure 12 are shown the detailed results from simu-
lation 1 starting with ρICRH = 0.55 and ρECCD = 0.53.
In this case the sawtooth period gets below the 50 s
mark in about 80 time steps, as the figure 12c shows.
The actual minimum is reached in ∼ 200 time steps,
after which the period is constantly oscillating from 30
s to 35 s. One could eliminate this oscillation by re-
moving the perturbation once the minimum has been
reached. Instead, by keeping it, we assure that the
controller can adapt in case any changes happen in the
plasma.

Figure 11: Simulation results with different initial loca-
tions of the actuators. The lines represent the nominal
operating point θ̂(k) over which the actuators are ac-
tually oscillating. Each simulation lasts 500 time steps
or sawtooth cycles.

The initially high gradient in respect to the first ac-
tuator ξ1, makes its optimizer to saturate just after the
gradient estimator is initialized, until time step k ∼ 65,
because the gradient is larger than 1000 as shown in
12d. As a result, in this interval the optimizer moves θ̂1
at a constant rate which can be seen in figure 12a. Af-
terwards, as the controller approaches the minimum,
the gradient gets smaller and the movement of each
actuator is slowed down. From figure 12d we also ver-
ify that the gradient is almost always estimated in a
smooth way thanks to the couple of filters implemented
in the gradient estimator.

In order to determine for what initial conditions the
controller reaches the minimum and how fast, the series
of simulations showed in figure 11 were extended using
initial locations for the actuators equally spaced across
the steady state map. For each simulation was deter-
mined how many time steps it takes to bring the period
below 50 s. The colour map of this result is depicted in
figure 13 where the initial conditions that did not lead
to the minimum are represented in grey. This graphic
shows us that if the initial conditions for the actuators
satisfy 0.39 < ρICRH < 0.59 and 0.37 < ρECCD < 0.53
the controller will reach the minimum sawtooth period
in less than 500 cycles. This number is certainly larger
than the total sawtooth cycles that will occur on a sin-
gle shot in ITER where it is predicted to last for ∼ 5000
s. However, if the plasma conditions can be kept ap-
proximately unchanged from one shot to the next, at
the beginning of the new shot the location of the actu-
ators will be closer to the minimum than before. So we
can assume that the minimum can be reached although
sometimes, not in a single shot.

6.1. Period locking
Finally a different control technique was studied called
period locking. It consists in using a pulsed signal for
the power of the ICRH wave source as the actuation
mechanism, instead of its location. The idea is that
eventually the sawtooth period synchronizes with the
period of the ICRH power pulsed signal. When this
occurs we say that the former is locked to the latter
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Figure 12: Results from simulation 1, showing the exact actuators’ locations in (12a) and (12b), as well as
the nominal values around which the first are oscillating. Only the first 300 time steps are shown since after
reaching the minimum the nominal location is stationary. The evolution of the sawtooth period is shown in
figure 12c and the components of the estimated gradient in figure 12d.

Figure 13: Number of cycles that the controller takes
until the sawtooth period is under 35 s, as a function of
the initial actuators locations. The grey colour marks
the initial conditions from where the controller did not
reach the minimum.

one. Similar techniques have been studied before by
using modulated power of the ECCD wave source like

in [32, 19, 18].

This method was implemented by placing the actu-
ators in a location near the minimum of the steady
state map: ρICRH = 0.45, ρECCD = 0.45. The con-
stant ICRH signal is replaced by a pulsed one with a
certain period and duty cycle.

A simulation was run where for the first 250 s the
ICRH was applied continuously in order to let the sys-
tem stabilize to the steady state value of 30.1 s. After
this instant, the ICRH power was modulated with 5%
duty cycle until the end of the simulation. The short-
est reference period used was 25 s which implies that
the time the ICRH power is on, is always larger than
1.25 s, more than 3 times the Graves’ effect settling
time estimated in 0.37 s [11]. The sawtooth period ob-
tained can be seen in the top plot of figure 14 along
with the reference period i.e. the period of the ICRH
power modulation. To better understand the results,
the components of sw responsible for the triggering of
the crash are also plotted in the bottom figure along-
side with the shear at the q = 1 surface, s1. From the
instant t = 250 s to t = 425 the requested period is 25
s, however the sawtooth period converged instead to
twice that value. The reason for this behaviour can be
seen in the bottom plot. Since when using a full time
ICRH actuation the sawtooth period was of 30.1 s it
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Figure 14: Results from the simulation done with the period locking technique. In the top plot the sawtooth
period is shown alongside the reference value used as the modulation period for the ICRH pulsed power. In
the bottom graphic are depicted the magnetic shear at the q = 1 surface, s1, as well as the various components
that make the critical magnetic shear, sw, the quantity responsible for the triggering of the crash. Recall that
according to our model, a crash is triggered when s1 < sw.

is clear that this is the earliest instant in a sawtooth
cycle where the magnetic shear is larger than the criti-
cal shear. So if the ICRH modulation period is smaller
than 30.1 s, the first pulse after a crash will happen
before that instant and the magnetic shear is not large
enough to trigger a crash yet. Then, either a crash will
happen naturally or at the next pulse, which yields
a sawtooth period double of the modulation period.
Hence we conclude that with this technique the saw-
tooth cycles can not be shortened to periods smaller
than the value in the steady state map.

After instant t = 425 s the reference period under-
goes a series of step changes. As a result to each of
these variations the sawtooth period converged to the
reference value instantly, and it could not be otherwise
because we are assuming that the destabilization of
the internal kink mode happens instantly. This means
that as soon as the ICRH is switched on the crash is
triggered, and so its period will match the ICRH pulse
period exactly.

An advantage of this method is that it requires only
a fraction of the energy used before to control the saw-
tooth period, a fraction equal to the duty cycle. How-
ever note that a duty cycle too short may not be ad-
visable in a real tokamak since a small disturbance in
the magnetic shear can prevent it from triggering the
crash, whilst a large duty cycle keeps the destabilizing
effect for a longer time allowing for the crash to happen
as soon as the disturbance is attenuated.

In summary, period locking of the sawtooth oscilla-
tion, by modulation of the ICRH wave source power
is a very well suited method to control its period. It
yields very fast convergence, usually in two or less saw-
tooth cycles, and results in zero oscillation of the pe-
riod. However, it cannot be used to shorten the saw-
tooth period more than was able with a full time ICRH
power. For this reason it is essential that both actu-
ators are located in a region of the steady state map
where the sawtooth period is smaller than the refer-

ence period, preferably, in the global minimum. For
this purpose the controller described in this paper is
the perfect candidate.

7. Conclusions

In summary we extended a control-oriented model to
ITER conditions which accounts for the stabilising ef-
fect of the fast particles predicted there. It showed
that due to this stabilization the sawtooth period will
be lengthened to periods that will likely trigger NTMs.
This model also showed very non-linear behaviour in
response to the two actuators locations (ECCD and
ICRH), but in some cases the sawtooth period ob-
served is under 50 s which allows to avoid NTMs. An
ES-controller was developed which is able to drive the
actuators to this location, and this way minimize the
sawtooth period. Finally a period locking scheme was
implemented which is able to make the sawtooth pe-
riod follow a reference instantaneously as long as the
requested period is larger than the one given by the
steady state map.
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